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Full-time  •  Zagreb / Remote-hybrid  •  Engineering  •  Mid-Senior
AI/ML Engineer
Build the full stack of AI — from bare-metal GPU infrastructure to production-grade agentic systems that solve real business problems. 

01  General information

	DEPARTMENT
	AI Platform Engineering

	REPORTS TO
	Head of AI Engineering

	LOCATION
	Zagreb, Croatia (remote-hybrid eligible)

	EMPLOYMENT
	Full-time, permanent

	SENIORITY
	Mid-level to Senior — 3 to 8 years experience

	START DATE
	Rolling — immediate availability preferred




02  Key responsibilities

	INFRASTRUCTURE AND PLATFORM
1. Design and maintain GPU cluster infrastructure, handling resource allocation, utilization monitoring, and capacity planning
1. Build and manage the virtualization layer — containerized ML runtimes, multi-tenant isolation, and scheduling policies
1. Develop the core AI platform APIs, SDKs and developer tooling used by internal teams to build custom agents
1. Implement CI/CD pipelines for model training, evaluation and safe deployment across environments
1. Establish observability, logging and alerting stacks to ensure platform reliability at production scale
	AI AND AGENTS
1. Architect multi-agent systems with LLM-based reasoning, tool use, memory, and long-horizon planning capabilities
1. Fine-tune, quantize and optimize foundation models for domain-specific use cases and latency requirements
1. Design retrieval-augmented generation pipelines, vector stores and knowledge-graph integrations
1. Evaluate, test and red-team agent systems for accuracy, safety, robustness and cost efficiency
1. Research and prototype emerging techniques — from MoE architectures to multi-modal reasoning — for near-term productization




03  Job requirements

	EDUCATION
1. B.Sc. or M.Sc. in Computer Science, Electrical Engineering, Mathematics, or a closely related field
1. Relevant certifications accepted in lieu of a formal degree combined with a demonstrable portfolio
1. Ongoing engagement with academic literature expected at senior level
	EXPERIENCE
1. 3+ years in ML engineering, AI research engineering, or a closely adjacent role in production environments
1. Proven track record shipping ML/AI systems to real users — not just research prototypes
1. Direct experience operating GPU workloads in cloud (AWS, GCP, Azure) or on-prem clusters
1. Experience with at least one full LLM-based product cycle: data → training → deployment → monitoring
1. Prior work on autonomous or semi-autonomous agent systems is a significant advantage




04  Technical skills

	CORE ML AND AI
1. Python, PyTorch, Transformers
1. LLM fine-tuning and evaluation
1. JAX, TensorFlow, ONNX, vLLM
1. LangChain, LlamaIndex
1. RAG pipelines and vector databases
1. Embeddings and semantic search
	GPU AND COMPUTE
1. CUDA, NVIDIA NGC stack
1. Flash Attention, DeepSpeed, FSDP
1. Triton, mixed precision training
1. Model quantization (GPTQ, AWQ)
1. Profiling, benchmarking, optimization

	INFRASTRUCTURE AND VIRTUALIZATION
1. Kubernetes, Docker, Terraform
1. NVIDIA GPU Operator, Slurm, Ray
1. MLflow, Airflow / Prefect
1. Prometheus + Grafana observability
1. Helm, CI/CD for ML pipelines
	AGENTS AND AGENTIC SYSTEMS
1. Multi-agent frameworks (AutoGen, CrewAI)
1. Tool use and function calling
1. Memory architectures for agents
1. MCP protocol, OpenAI / Anthropic APIs
1. Planning algorithms, ReAct / CoT
1. Agent evaluation and red-teaming




05  Soft skills

	Systems thinking
Holds the full stack in mind — from GPU memory bandwidth to end-user agent behavior — and reasons about cross-layer tradeoffs
	Bias toward production
Drives ideas from prototype to deployed system, taking ownership through testing, monitoring and iteration after launch
	Clear communication
Explains complex ML concepts to both technical peers and non-technical stakeholders with equal clarity

	Intellectual curiosity
Actively follows fast-moving AI research, evaluates new techniques critically, and brings relevant findings into product decisions
	Collaborative ownership
Comfortable co-designing architecture with peers, giving and receiving direct feedback, and sharing credit across the team
	Comfort with ambiguity
Thrives when the problem definition is unclear; decomposes and validates assumptions quickly before building at scale



	Apply now
Send your CV, cover letter and GitHub / portfolio to careers@datumagent.ai
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